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Abstract—Modern millimeter wave (mmWave) communication
systems rely on beam alignment to deliver sufficient beam-
forming gain to close the link between devices. We present a
novel beam selection methodology for multi-panel, full-duplex
mmWave systems, which we call STEER, that delivers high
beamforming gain while significantly reducing the full-duplex
self-interference coupled between the transmit and receive beams.
STEER does not necessitate changes to conventional beam
alignment methodologies nor additional over-the-air feedback,
making it compatible with existing cellular standards. Instead,
STEER uses conventional beam alignment to identify the general
directions beams should be steered, and then it makes use of
a minimal number of self-interference measurements to jointly
select transmit and receive beams that deliver high gain in these
directions while coupling low self-interference. We implement
STEER on an industry-grade 28 GHz phased array platform
and use further simulation to show that full-duplex operation
with beams selected by STEER can notably outperform both
half-duplex and full-duplex operation with beams chosen via
conventional beam selection. For instance, STEER can reliably
reduce self-interference by more than 20 dB and improve SINR
by more than 10 dB, compared to conventional beam selection.
Our experimental results highlight that beam alignment can
be used not only to deliver high beamforming gain in full-
duplex mmWave systems but also to mitigate self-interference
to levels near or below the noise floor, rendering additional self-
interference cancellation unnecessary with STEER.

Index Terms—Full-duplex, millimeter wave, beam selection,
beam alignment, phased array, beamforming, self-interference,
measurements, integrated access and backhaul.

I. INTRODUCTION

To equip millimeter wave (mmWave) transceivers with
full-duplex capability, recent work has proposed leveraging
dense antenna arrays to mitigate self-interference spatially
via strategic beamforming [1]-[17]. For instance, in [9]-
[16], designs are presented that tailor hybrid beamformers
at a mmWave transceiver to mitigate self-interference while
maintaining transmission and reception. Proposed solutions
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[17]-[23] have also suggested using analog and digital self-
interference cancellation to enable mmWave full-duplex; solu-
tions like these require additional hardware, demand complex
digital signal processing, and/or do not scale well to systems
with many antennas. For these reasons, the scope of the present
paper focuses on using beamforming alone to mitigate self-
interference spatially, which does not require dedicated hard-
ware nor complex signal processing. If successfully equipped
with full-duplex capability, mmWave communication systems
could see impressive throughput and latency enhancements,
which magnify at the network level and facilitate integrated
access and backhaul (IAB) network deployments [24].

Most proposed beamforming-based solutions to mitigate
self-interference are not well-suited for practical systems for
a few reasons. First, many practical mmWave systems are
equipped with analog beamforming but lack digital beamform-
ing, rendering proposed hybrid beamforming designs (e.g.,
[9]-[16]) unfit for such systems. This is especially problematic
since digital beamforming mitigates the large majority of
self-interference in most of these designs. Proposed designs
[5]-[8] that rely solely on analog beamforming (rather than
hybrid beamforming) are also impractical for a few reasons.
These rely on instantaneous knowledge of the self-interference
channel—a high-dimensional multiple-input multiple-output
(MIMO) channel—whose real-time estimation is currently im-
practical due to complications posed by analog beamforming
and its sheer size. Furthermore, [6]-[15] require instantaneous
knowledge of the downlink and uplink MIMO channels be-
tween a full-duplex transceiver and the devices it serves;
even this is currently impractical in mmWave networks, which
circumvent MIMO channel estimation via beam alignment.
Some designs [6]-[11], [15] do not account for phase shifters
and/or attenuators with limited resolution that practical analog
beamforming networks are subjected to.

Many proposed beamforming designs for full-duplex
mmWave systems do not accommodate beam alignment and
subsequent analog beam selection [6]-[14]. Beam alignment is
a critical component of practical mmWave systems to provide
sufficient link margin to sustain communication without the
need for uplink/downlink MIMO channel knowledge [25],
[26]. Using measurements from beam alignment, a mmWave
system can configure its analog beamformers through beam
selection. Conventional half-duplex systems typically aim to
overcome severe path loss by selecting beams that maxi-
mize received signal-to-noise ratio (SNR). Like half-duplex
mmWave systems, a full-duplex one will presumably execute



beam selection and will do so on its transmit link and receive
link. Naively applying conventional beam selection on the
two links independently, however, does not account for self-
interference that couples between the transmit and receive
beams when operating in a full-duplex fashion. This has
motivated us to create the first beam selection methodology
for full-duplex systems. The two principal contributions of
this paper are summarized as follows.

A beam selection methodology for full-duplex systems.
We present STEER, the first beam selection methodology for
jointly selecting the transmit and receive beams of a full-
duplex mmWave transceiver. To do so, we leverage our ob-
servations from a recent measurement campaign of mmWave
self-interference [27], [28], which showed that small shifts in
the steering directions of the transmit and receive beams (on
the order of one degree) can lead to noteworthy reductions in
self-interference. STEER makes use of self-interference mea-
surements across small spatial neighborhoods to jointly select
transmit and receive beams at the full-duplex device that offer
reduced self-interference while delivering high beamforming
gain on the uplink and downlink. Following its formulation,
we present an algorithm for executing STEER with a minimal
number of self-interference measurements. The execution of
STEER takes place only at the full-duplex device, introducing
no changes to the devices being served nor additional over-
the-air feedback, making it compatible with existing beam
alignment schemes.

Validation of STEER through measurement and simula-
tion. We validate STEER by combining simulation with self-
interference measurements from an industry-grade 28 GHz
phased array platform. These experimental results illustrate
that full-duplex operation with STEER can offer a sum spectral
efficiency notably higher than both half-duplex and full-duplex
operation with beams from conventional beam alignment. In
fact, in most cases, STEER can reduce self-interference to
levels such that no additional cancellation is warranted (i.e.,
near or below the noise floor). With STEER, beamforming
alone can deliver self-interference mitigation sufficient for full-
duplex while importantly accommodating beam alignment,
even in the presence of cross-link interference arising when
serving devices simultaneously and in-band.

II. SYSTEM MODEL

As a relevant application of this work, we consider the
mmWave communication system shown in Fig. 1, where
a sectorized, multi-panel IAB node maintains backhaul and
serves access in a full-duplex fashion (i.e., on the same
time-frequency resources) [29]. This is particularly attractive
application of full-duplex in mmWave cellular systems [30],
[31], but the contributions of this work are not limited to
IAB. Illustrated in Fig. 1 is the downlink-downlink (DL-
DL) operating mode, where an IAB node receives backhaul
from a fiber-connected donor and transmits access to a user
equipment (UE). In this work, we present a formulation and
design that generalizes to both the DL-DL operating mode
and the analogous uplink-uplink (UL-UL) mode where the
IAB node receives access and transmits backhaul. We are
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Fig. 1. A full-duplex IAB node receives backhaul from a fiber-connected
donor node while simultaneously transmitting access to a UE, giving rise to
self-interference at the IAB node and cross-link interference at the UE. We
refer to this as the DL-DL operating mode. We also consider the UL-UL mode
where the UE transmits uplink access and the IAB node transmits backhaul.

particularly interested in these full-duplex operating modes
since they unlock scheduling opportunities that can reduce
latency in IAB networks while also increasing throughput [24].
It is important to consider and evaluate both full-duplexing
modes since there may exist significant disparities between
the donor and UE—most notably transmit power, noise power,
and number of antennas.

Separate uniform planar arrays (UPAs) are present at the
TIAB node, each of which can either transmit or receive and
can be independently configured via a network of analog
beamforming weights. In this multi-panel full-duplex setting,
one array will transmit while the other receives. To simplify
notation between the DL-DL and UL-UL modes, we assume
each array at the IAB node is equipped with N, antennas.
We denote the vector of transmit beamforming weights at the
IAB node as f € CNax1 Likewise, the receive beamforming
vector at the IAB node is denoted w € CN=*1. For transmit
power and noise power normalizations, we assume that the
beamforming weights have unit power as ||f ||§ = Hng =1.
Extending this work to systems with multiple beams at the
transmitter and receiver would be great future work.

For simplicity, we assume the UE is a single-antenna device,
though the work herein could extend naturally to those with
multiple antennas. Let the row vector hi, € C!*Ma be
the access channel between the transmit array of the IAB
node and the UE. Practically, the donor will have an antenna
array through which it serves backhaul. With an array at the
donor and an array at the IAB node, we use Hpy to denote
the MIMO backhaul channel matrix between the donor and
the receive panel of the IAB node. We assume the donor
transmits with some beamforming weights v and instead
consider henceforth the column vector

hpy £ Hgpv € CN"‘Xl (1)

which is the effective backhaul channel from the beamformed
donor to the TAB node—abstracting out beamforming at the
donor. We normalize the access and backhaul channel vectors
as ||hAc||§ = HhBHHg = N, and abstract out their large-scale
path gains (inverse path loss) as G3 and G3y, respectively.
We invite readers to assume access and backhaul channels that
are line-of-sight (LOS) for simplicity, but this work does not
depend on such.
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TABLE I
THE TRANSMIT AND RECEIVE LINKS DURING DIFFERENT
FULL-DUPLEXING MODES.

Mode Transmit Link Receive Link
Downlink-Downlink Access Backhaul
Uplink-Uplink Backhaul Access

In the DL-DL operating mode—when transmitting access
and receiving backhaul from the IAB node in a full-duplex
fashion—a MIMO self-interference channel Hgy € CNa*Na
manifests between the transmit and receive arrays of the IAB
node. We similarly abstract out its large-scale path gain as
GZ%; and enforce ||Hgr||7 = N2. In addition, during DL-
DL, since the donor transmits backhaul while the UE receives
access, a cross-link interference channel h¢,;, (a row vector)
manifests between the donor’s antenna array and the UE.
Having conditioned on some beamforming weights v at the
donor, the effective cross-link interference channel is the scalar

hor 2 hipv e CHL )

We similarly abstract out its large-scale gain as G2, by letting
lhcn)® = 1. Symbols are transmitted by the donor, IAB
node, and UE with powers (in watts) PL°", PIAB and PUF,
respectively. Additive noise incurred at the donor, IAB node,
and UE have respective powers (in watts) PPon - PIAB “and
PUE . With these definitions in hand, we can formulate the
quality of each link in the DL-DL and UL-UL modes.

III. PROBLEM FORMULATION AND MOTIVATION

We leverage our formulations of the DL-DL and UL-UL
modes to present a general formulation of the system. Taking
the perspective of the full-duplex IAB node, we introduce the
terms transmit link and receive link, which correspond to either
access or backhaul depending on if the system operates in DL-
DL or UL-UL mode, as summarized in Table I. In the DL-DL
mode, for instance, the SNR of the transmit link and receive
link can be expressed respectively as

2
_ BT GRo - hicf]

SNRtX — UE ) (3)
PR - Gy - |whpn|”
SNR.x = PIAB : 4)
By virtue of the fact that N, = max, |h*x|* s.t. HxHé =

1, Hh||§ = N,, the maximum SNRs during the DL-DL mode,
which we denote with an overline, are

IAB 2
_ Ptx 'GAC.Na

SNRyx o > SNRyy, )
- PDon . G2 . Na
SNRx = % > SNR,. (6)

noise

These are achieved by beamforming directly toward the UE
and donor to deliver maximum gain. In the DL-DL mode,
access is corrupted by cross-link interference and backhaul

is corrupted by self-interference, leading to the interference-
to-noise ratio (INR) of the transmit and receive links being
respectively

pDon . 2 .|} 2
INR,, — LGy fherl @)
PP - G - |w Hgif |
INRx = IAB . ®)

noise

Notice that the degree of self-interference depends on its
channel Hg; and the beamformers f and w at the IAB node.
Cross-link interference, on the other hand, does not depend on
f nor w and is fixed for a given setting, having conditioned
on the donor’s beamformer v. All terms presented here for
the DL-DL mode can be defined analogously for the UL-
UL mode, with backhaul as the transmit link and access as
the receive link. Note that, regardless of operating mode, the
transmit link is plagued by cross-link interference and the
receive link is plagued by self-interference.

With these formulations of the transmit and receive links,
their signal-to-interference-plus-noise ratios (SINRs) can be
written as

SNRx
SINRtx—ilJFINRtX, €))
SNR;x

Treating interference as noise, the maximum achievable spec-
tral efficiencies on each link are

Rix = log, (1 + SINRyy),
R,x =log,(1 + SINRx)

(1)
(12)

whereas the individual Shannon capacities of each of these
links are

Cix = log, (1 + th),
Cre = logy (1 + SNR,).

13)
(14)

In this paper, we seek a means to strategically select beams
f and w such that self-interference can be significantly re-
duced and spectral efficiency can be improved over conven-
tional/naive approaches. Taking a full-duplex perspective, we
desire a sum spectral efficiency Ry + R.x that approaches
the full-duplex capacity Cix + Ci«. In this pursuit, we account
for a number of practical considerations in this work, most
notably limited channel knowledge and practical codebook-
based beam alignment.

In this work, we aim to leverage small-scale phenomena
observed in our recent measurement campaign [27], [28]
by slightly shifting transmit and receive beams so that self-
interference (i.e., INR,x) can be reduced while still delivering
high beamforming gain (i.e., high SNRx and SNR,y) in the
desired directions. To do this in a systematic manner, we
introduce the first beam selection methodology specifically
for full-duplex mmWave systems, called STEER, that makes
use of self-interference measurements to choose beams that
reduce self-interference and facilitate full-duplex operation.
In fact, we show that STEER can reduce self-interference to
levels sufficiently low for full-duplex operation without the
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Fig. 2. A block diagram summarizing beam selection via STEER, which jointly selects transmit and receive beams to reduce self-interference. Conventional
beam selection chooses transmit and receive beams independently, ignoring self-interference.

need for any additional analog nor digital cancellation. This
is particularly desirable because it removes the need for addi-
tional hardware and signal processing that conventional self-
interference cancellation strategies demand. In the sections that
follow, we present the three components of STEER:

1) initial beam selection via conventional beam alignment
(Section IV);

2) measurements of self-interference across small spatial
neighborhoods (Section V); these are not necessarily
taken in real-time but rather periodically as needed;

3) final beam selection to minimize self-interference (Sec-
tion VI).

A block diagram summarizing STEER is shown in Fig. 2,
whose details will become clear as we present our design in
the next three sections.

IV. INITIAL BEAM SELECTION:
CONVENTIONAL BEAM ALIGNMENT

Practical mmWave communication systems rely on beam
alignment schemes to deliver high beamforming gain. These
schemes typically involve sweeping candidate beams, mea-
suring the reference signal received power (RSRP) for each
candidate, and delivering feedback before determining the
beam(s) for the mmWave link [25], [26]. Candidate beams
often come from a codebook, which is constructed by first
defining a service region (some portion of space based on an
assumed user distribution) and then discretizing it based on the
desired number of beams in the codebook or their beamwidth.

In a traditional half-duplex fashion, we suppose the IAB
node conducts beam alignment on its transmit link with Ny
beams and on its receive link with N, beams. The Ny
transmit beams and NV, receive beams are spatially distributed
over their desired coverage regions, where each beam is
responsible for serving some portion of its respective region.

Describing the steering direction of each beam in an azimuth-
elevation fashion, the collection of transmit directions A, and
receive directions A,, we write as

Ap = {(95?, &)) = 1,...,Ntx}, (15)
A = {(9533,(;;553) i=1,.. .,er}. (16)

For instance, suppose Aix and A, are each comprised of
Nix = Ny directions distributed uniformly from —60° to 60°
in azimuth and from —30° to 30° in elevation.

Practical phased array systems are often equipped with
a mapping from desired steering direction to beamform-
ing weights based on some beam design methodology.!
As such, let F = {f(0,¢):(0,¢) € Ax} and W =
{w(0,0):(0,9) € A} be the transmit and receive code-
books used for conventional beam alignment, where f(6, ¢)
and w(6,¢) are transmit and receive weights designed to
steer toward some (0,¢). Let hf and h,, be the transmit
and receive channels corresponding to the particular operating
mode. Conventional beam alignment on the transmit link aims
to solve (or approximately solve)

by £ (0 ol ) ‘2

X ) tx

it =

argmax (17)

1€{1,...,Nex }

to identify the transmit beam f 98:), ¢Ef:) € F that max-
imizes beamforming gain delivered on the transmit link. In
other words, the transmit link user—either the donor or the
UE depending on the mode—is approximately located in the
direction (9(i*) (i*)) from the transmit panel of the IAB

tx 0 Pix

't is not uncommon for this mapping to be proprietary and to account for
nonidealities in the array pattern.
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node. Likewise, beam alignment on the receive link aims to
solve

2
¢(J )) ‘ (18)
which identifies the approximate direction of the receive
link user. In practice, solving these optimization problems is
typically done through a series of of RSRP measurements and
feedback between the IAB node and the user it aims to serve;
recall, we do not have knowledge of hi, nor h,.. As the
first stage of our design, we propose that beam alignment be

executed in a half—duplex fashion to yield some (0& Lol )

tx

and HS( , rx ") , though we do not suggest any particular
scheme for doing so. As such, our design can accommodate
existing beam alignment schemes without changes (including
hierarchical schemes) and does not introduce any additional
over-the-air feedback. If using the beams from conventional
beam alignment, the nominal SNRs of the transmit and receive
links are

j* = argmax ‘w(
j€{l,...,Nyx}

- . 2
hi £ (05, 00)|

Na ’
[w(087,647) i
N,

These SNRs are some fraction of the maximum link SNRs
based on how effectively the selected beams from conventional
beam alignment steer toward the transmit and receive users,
which naturally depends on their locations, the environment,
and the beam codebooks. The beams output by conventional
beam selection will initialize STEER’s pursuit to find beams
that offer high SNR and reduced self-interference. In doing
S0, STEER relies on measurements outlined in the following
section.

SNR2O™ 2 SRy, - (19)

2

SNR™™ 2 SNR,, - (20)

V. MEASURING SELF-INTERFERENCE ACROSS SMALL
SPATIAL NEIGHBORHOODS

Our recent measurement campaign [27], [28] illustrated
that slightly shifting the steering directions of the transmit
and receive beams (on the order of one degree) can greatly
reduce self-interference. To find promising transmit and re-
ceive beams (ones that offer reduced self-interference) that
steer in approximately the same directions as those identified
by conventional beam alignment, we explicitly measure self-
interference incurred by a number of candidate beams over a
small spatial neighborhood. As we will cover shortly, these
measurements will not necessarily be taken in real-time (upon
each beam selection) but rather may be collected periodically
then referenced in real-time, according to the dynamics of self-
interference.

If transmitting toward (6, ¢dtx) and receiving toward
(6ix, &rx), the IAB node incurs some degree of self-
interference, which can be theoretically computed based on
(8), assuming knowledge of f(6:x, dix), W(0rx, drx), Gsi, and
Hgg. Practically, however, it is difficult to efficiently and
accurately estimate the self-interference channel matrix Hg;

Receive, RY)

Transmit, 7@

Fig. 3. The spatial neighborhoods surrounding a given transmit direction and
receive direction (shown as filled circles). The size of the neighborhoods is
dictated by (A6, A¢) and their resolution by (06, d¢). (A, Ap) will be
relevant in Section VI.

(which is large). Moreover, characterization and modeling
of mmWave self-interference is extremely limited, and it is
currently impractical for a system to predict what level of
self-interference it would incur with a particular transmit
beam f(0¢x, ¢1x) and receive beam w (0, ¢rx). All of this—
combined with the fact that minor errors in self-interference
power can make a significant difference in full-duplex sys-
tem performance—motivates us to explicitly measure self-
interference incurred at the IAB node for particular transmit
and receive beams, rather than attempt to estimate it.

To identify attractive steering directions for full-duplex
operation, we are interested in measuring the self-interference
incurred when transmitting and receiving around the spatial
neighborhoods surrounding a given transmit direction and
receive direction, as illustrated in Fig. 3. Quantifying the size
of these spatial neighborhoods, let Af and A¢ be maximum
absolute azimuthal and elevational deviations from the given
transmit direction and receive direction. The spatial neigh-
borhood can be thought of as living within the codebook
beam spacing; for instance, (Af, Ag) = (2°,2°) when the
codebook beams are separated by (8°,8°). Discretizing these
neighborhoods, let 6 and d¢ be the measurement resolution
in azimuth and elevation, respectively, which should not be
larger than (A6, Ap)—e.g., (66,0¢) = (1°,1°). The spatial
neighborhood N surrounding a transmit/receive direction can
be expressed using the azimuthal neighborhood Ay and ele-
vational neighborhood N defined as

s = {m-s-me [ [2],[2]]). e

s {rsne 2] [ 2]} e

where |-| is the floor operation and [a,b] =
{a,a+1,...,b—1,b}. The complete neighborhood is
the Cartesian product of the azimuthal and elevational
neighborhoods as

= {(0,0) : 0 € Ny(A0,00),
¢ € Ns(Ag,60)}.  (24)

The spatial neighborhoods 7") and RU") surrounding the
transmit and receive directions output by conventional beam
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(29)

Ir()i(*7j*) = {INRrx(enu ¢tx; erv (brx) : (etx; d)tx) € T(i*)a (enn ¢rx) S R(J*)}

PIAB

noise

(30)

alignment from the previous section are respectively

T = (98:), E@) +N(AG, A, 80,58),  (25)
RUY = (egﬁ, 6U)) +N(A9,06,60,00).  (26)
A T neighborhood
The size of these sets is
76| = [R6Y| = IN(A0, 9, 00,59) @7)
—(2-Kp+1)-(2-Ky+1)  (28)

where Ky = L%J and Ky = {%J, indicating that neigh-
borhoods naturally grow with widened (A6, A¢) or finer
resolution (6, 0¢).

When steering its transmit beam toward (6:ix, i) and
receive beam toward (6,x, ¢rx), the IAB node incurs an INR
of INRx(0tx, dtx, Orxs Prx). In DL-DL mode, INR,x can be
expressed as in (29) and that during UL-UL mode can be
stated analogously. For each potential initial beam selection
(i*,7*), we propose that the IAB node measure and record
INR,x (Btx, Ptx, Orxs Prx) for all transmit-receive combinations
across the neighborhoods 7(") and RU") to populate Z{: ¥~
defined in (302. ‘*The total number of INR measurements
collected in Z& 77 is

— ‘T(i*)
=(2-Kg+1)7%-(2-Ky+1)

i 31

(32)

.‘R(j*)

which is equal for all (i*,j*) since we have assumed a fixed
nei h}gorhood size. This set of receive link INR measurements
797 will enable the next stage of our proposed design.?

Remark 1: Measurement overhead and frequency. Natu-
rally, conducting these INR measurements at the full-duplex
device may become practically prohibitive if the number of
measurements grows too large. This depends on the neigh-
borhood size (A8, A¢) and spatial resolution (6, d¢), along
with how frequently these measurements need to be collected.
System engineers can throttle the neighborhood size and/or
spatial resolution to reduce the measurement overhead, though
this may reduce the effectiveness of STEER, as we will see.
In addition to neighborhood size and spatial resolution, the
time-variability of self-interference will heavily dictate the
overhead of these measurements. In the extreme case, a nearly
static self-interference demands infrequent self-interference
measurements. Highly dynamic self-interference, on the other

’In Section VII, we present an algorithm that can dramatically reduce
the number of measurements needed by STEER, requiring only a fraction

of Zr(; 3" to be measured.

hand, will demand more frequent measurements for reliability.
Notice that these measurements need not be taken strictly
following beam alignment; instead, they can be collected for
all (i,j) and referenced for particular (i*,j*), assuming a
sufficiently static self-interference channel. In such a case,
the set of all INR measurements can be written as Z,, =
UM Uy 287, which has cardinality [Z| = Nix - Nix -
(2-Ko+1)%(2- K4+ 1)? assuming no overlapping transmit
neighborhoods or receive neighborhoods. It is important to
keep in mind that there is no over-the-air feedback associated
with these measurements since they are taken between the
transmit and receive panels of the full-duplex IAB node.
Reliably measuring INR,, is key to the methodology that
follows, though small measurement errors would be inherently
tolerated; exploring in detail how reliable INR measurements
must be would be interesting future work. Note that measuring
INR,x for some beam pairs may lead to levels of self-
interference that saturate the receive chain of the full-duplex
transceiver, complicating measurement. It would be valuable
future work to develop a means to estimate INR,x in such
cases (e.g., via transmit power control to avoid saturation),
though accuracy would not be especially important, as these
beam pairs coupling high self-interference would presumably
not be selected by STEER, as we will see.

VI. STEER: JOINT TRANSMIT-RECEIVE BEAM SELECTION

In this section, we present STEER, our methodology for
choosing beams that the IAB node uses to serve the transmit
link and receive link. STEER incorporates self-interference
during beam selection rather than blindly aiming to maximize
SNR, as is typically done in conventional beam alignment.
To do so, STEER relies on conventional beam alignment from
Section IV to identify the general directions in which beams
should be steered. Then, based on some design parameters,
transmit and receive beams (f and w) are jointly selected to
serve access and backhaul while simultaneously minimizing
the degree of self-interference they couple. This is done by
leveraging self-interference measurements taken at the full-
duplex IAB node as described in Section V.

Using the initial beam selections (08{*), g?) and

(647,02
measurements L(f: J *), the objective of STEER is to fetch
the transmit beam and receive beam from the neighborhoods
TG and RU") that offers full-duplexing gains (in terms

of spectral efficiency) over simply using f (0&*), Ef:)

) from beam alignment, along with the INR

) and

wgeﬁi ), Efc )2 to serve the transmit and receive links. Nat-
urally, when the SNRs of the transmit and receive links are
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0r., dr), (0%, dr) = argmin  min
( ' ' ) ( ) (Btx,Ptx) (A9, Ayp)
(erx ¢rx)

AY? + Ap? (35a)

S.t. INRux(Goes does o, ¢rx) < max<|NR§§t, INRm“‘) (35b)
(Ox, i) € (95; Ll ) + N(AY, Ap, 60, 56) (35¢)
(Ores 6rx) € (047,017 ) + N (A0, Ap, 60, 59) (354)

0< A9 <AG, 0<Ap < Ao (35¢)

maximized and the interference on each are simultaneously
driven to zero, the achievable spectral efficiencies approach
their capacities. In pursuit of appreciable Ry and R, we
therefore aim to achieve high SNR on each link while reducing
interference. However, note that the INR on the transmit
link INR¢x (i.e., cross-link interference) is fixed since we
have conditioned on the donor’s beamforming weights. Thus,
STEER aims to select f and w—the transmit and receive beams
at the IAB node—so that high SNR can be achieved on each
link while simultaneously reducing self-interference. Note that
we do not require the final beam selections output by STEER
to be from the codebooks F and W but rather will be drawn
to steer within 7¢") and RU"),

A. Target Self-Interference Level

Suppose there exists some target receive link INR threshold
INR!" our system desires. For instance, one may choose
INR'" ~ 0 dB to ensure self-interference does not overwhelm-
ingly exceed noise. Our design that follows does not guarantee
that INR,, < INREt but rather attempts to meet this target and
does not incentivize STEER to provide an INR, further below
it. As we will see in our results in Section VIII, choosing a
modest INR'™" will help STEER yield a more fair and globally
optimal solution in terms of sum spectral efficiency since
it throttles the sacrifices made in its effort to reduce self-
interference. Nonetheless, to force STEER to minimize INR,,
engineers can use INR'™" = —co dB.

B. Joint Transmit-Receive Beam Selection

Before beginning our design process, we record the receive
link INR when steering alon§ the initial beam selections

(90‘*) (Y and (em e

tx 0 Pix rx

receive link INR and express as

, which we call the nominal

(") 9(G")

INRE™ £ IR, (641, 012, 00, (33)

60,0 60
This is the receive link INR incurred if our full-duplex
system were to use conventional beam selection and will
thus be a useful benchmark to compare against. Desirably,
our final beam selections will yield INR,x < INRIS™ to
make our design worthwhile. Note that if INR[™ < INRﬁ)g(t,

we need _not proceed with our design for this partlcular

Ht(x , tX ,9& , 4 )) since the target is met inherently

by the beams from conventional beam alignment. In such a

case, we can simply set the transmit beam and receive beam
as f(@é; Lol 7)), When this is not the
case, we proceed with our design as follows.

We begin by denoting the minimum INR over the measured
spatial neighborhood as

INRE™ 2 min(Z( 7).

) and w(&ﬁ,]:),

(34)

Then, we form the beam selection problem (35) to retrieve the
transmit direction (0}, ,¢;,) and receive direction (0%, &%)
that the full-duplex IAB node will steer toward. The outer
maximization aims to find the transmit and receive steer-
ing directions (fix, Ptx) and (frx, Prx) that abide by three
constraints. First, the steering directions must satisfy (35b),
meaning the resulting receive link INR should either be below
the desired target INR'® or be the minimum INR offered
in the surrounding (A#, A¢)-neighborhood (i.e., INR™™).
Second, the transmit direction (fix, Ptx) should be within the
(AY, Ap)-neighborhood surrounding the initial transmit beam
selection (0&*)@&*)), as illustrated in Fig. 3. Third, the
receive direction (0,x, ¢rx) should be within the (A, Ap)-
neighborhood surrounding the initial receive beam selection

951*), gc*) To constrain the distance of (fix, ¢1x) from
955)7 g)) and of (6,x, ¢rx) from (9 g )), we mini-

mize the neighborhood size (A1, Ap) by minimizing AY? +
A?; other distance measures could also be used. Solving this
problem will find the transmit and receive steering directions
that meet the INR threshold while minimally deviating from
those output by conventional beam alignment. In the next
section, we present an algorithm for solving problem (35)
more efficiently and with fewer INR measurements than an
exhaustive search.

Notice that, since 0 < AY < Af and 0 < Ap < Ag, we

have
(Gt(x ) ol ) + N(AY, Ap, 50,5¢) € T
(953;”, ¢£3;*>) + N(AY, Ap, 50,6¢) C RU"

(36)
(37

meaning (fyy, drx) € T and (brx, drx) € RU™) for feasible
(etxa ¢tx) and ( X9 ¢rx) and thus INRrx(etxa ¢tX7 erxa ¢rx>

Z%"9) . Hence, solving problem (35) simpl (y requires refer-
encing the receive link INR measurements Z, to find the
transmit direction (07, ¢%,) and receive dll‘eCthH (0%, &%)

rx?

that satisfies the INR target while minimizing the dev1at10n



from (955)7 qﬁg)) and (98:), SZ’Z)). After solving this
problem, our design concludes by setting the beamforming
weights as £(0;,, ¢r,) and w(0%,, ¢r,). When transmitting and
receiving with these beams output by STEER, we net SNR{Y™®
and SNR!™® analogous to those in (19) and (20) and a receive

link INR of
INR?;HS é INRTX(&:X? QS:X, 9:)(7 QS:X) (38)
< INRw (657,007,047, 0170 ) = INRIZ™.(39)

The receive link INR achieved by STEER is guaranteed to be
no more than that with conventional beam selection. Equality
in (38) holds when the target INR'" is inherently met by
the beams output by beam selection. When this target is
not inherently met by initial beam selection, STEER will
0l (z‘*)) and

tx o Ptx

deviate from the initial steering directions (
puU") »U")

ix s Prx ) only if it leads to lower self-interference.
The steering directions output by STEER relative to those

from conventional beam selection are bounded as
O — 0|0 — 097 < a0,
o — 0| [orc— 0| < Ao,

As such, increasing (A, A¢p) may lead to beams that offer
lower SNRs since STEER may use beams that are shifted
slightly further away from the transmit and receive devices.
However, by throttling (A6, A¢) and courtesy of the INR
variability observed over small neighborhoods (on the order
of one degree), this potential SNR loss can be constrained
and may be greatly outweighed by the reduction in INR,
netting it an improved SINR over conventional beam selection.
Experimental evaluation of STEER in Section VIII confirms
this. Note that SNR actually may improve with STEER since
it may output beams that are shifted slightly more toward
the downlink and uplink devices, compared to those from
conventional beam alignment.

(40)

)

(41)

)

Remark 2: Choosing a target self-interference level. The
optimal choice of INR!" (in a sum spectral efficiency sense)
cannot be stated analytically since it depends on how much
STEER must deviate to meet this target INR, which itself
depends on the self-interference channel. In Section VIII,
we find an optimal target heuristically, which shows that
INR'" ~ —7 dB is generally near-optimal in maximizing the
sum spectral efficiency achieved by STEER. It is difficult to of-
fer commentary on choosing a suitable INR'8" that generalizes
to systems beyond the platform we used to evaluate STEER,
since each will have a unique self-interference profile.

Remark 3: Design decisions and motivations. We would
now like to comment on some of the design decisions and
motivations behind STEER. First, we point out that a more
attractive beam selection solution would perhaps be one that
maximizes the sum spectral efficiency of the transmit and
receive links, rather than minimize the receive link INR as
is done by STEER. It is practically implausible to reliably
maximize sum spectral efficiency since such a problem re-
quires knowing the SNR achieved by a given beam (which
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would require prohibitive feedback) or downlink and uplink
channel knowledge. Minimizing receive link INR by STEER
was chosen deliberately, as it relieves the beam selection prob-
lem from requiring SNR knowledge. Instead, STEER solely
minimizes self-interference through measurements taken at the
IAB node and can preserve SNR by reducing its deviation from
those output by conventional beam alignment. We also would
like to point out that neighborhood size (A#, A¢) and spatial
resolution (06, d¢) could be uniquely defined for transmit and
receive beam selection, rather than having a common one as
we have assumed herein. In cases where transmit and receive
beam selection are not executed at the same time (e.g., due to a
fixed backhaul link), one could simply condition on the beam
not being selected (fixing its steering direction) when running
STEER. In cases where STEER cannot offer sufficiently low
INR to justify full-duplex operation when serving particular
transmit and receive users, there is the potential to serve them
instead in a half-duplex fashion.

VII. EFFICIENTLY IMPLEMENTING STEER
IN REAL SYSTEMS

Having presented its core components, we now present
an algorithm for efficiently executing STEER (by which we
mean solving problem (35)), along with commentary on
key practical considerations. We begin with presentation of
Algorithm 1. As it was presented in the previous sections,
STEER may be executed by first collecting a set of self-
interference measurements and then solving problem (35),
presumably by exhaustive search. While this exhaustive search
has fairly low computational complexity, the radio resources
consumed to conduct self-interference measurements may be
a key bottleneck in practical settings. Motivated by this, we
now present an algorithm that executes STEER with a minimal
number of measurements.

Algorithm 1 begins by sorting all transmit-receive direction
pairs ¥V = T(") x RU") based on their deviation from the
ol Ej:)) and (953:), Ef:)) output by
beam alignment?. The indices of this sorting we denote 7,
and the sorted set of transmit-receive direction pairs we write
as [V];, which can be precomputed and is fixed for some
neighborhood. In other words, the transmit-receive direction
pairs in [V] ; increase in distance from the nominal direction

nominal directions (

pair. Starting with the nominal direction pair (Qt(f:), Ef:))
and 953:), g
tion pair in [V], is measured until a transmit-receive pair
yields a measured INR,, less than the target INR!". Once
this target is met, the transmit-receive pair is guaranteed to
satisfy all constraints of problem (35) and minimizes the
distance A2 + Ag?, courtesy of our sorting of V. No
further measurements are required, having only measured a
fraction of the full spatial neighborhood. If no beam pairs meet
the threshold, the entire (A6, A¢)-neighborhood is measured,
with the beam pair offering the lowest INR being selected.
Rather than collecting all measurements in Ir(f( ) and then

), the INR of each transmit-receive direc-

3We slightly abuse convention here and assume sets have ordering for the
sake of illustration.
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Algorithm 1 Executing STEER by solving problem (35) with
a minimal number of measurements.

Algorithm 2 A summary of our beam selection methodology
STEER.

tmputs (67.7). (427.0R27). 7. R R
INRE® = o0
Y =TGE) x RG)
Dy = {Aﬁ:max( OtX—QX)
: ((Gtxa d)tx)a (0rx7 ¢rx))
= {A<P:max( ¢tx_ ¢rx_ rx)D
: ((gtxa d)tx)y (erxv (brx)) € V
D= {A192 + Ap? AV € Dy, Ap € DW}
[~, J] = sort(D, ascend)
fOI‘ ((etxv ¢tx)» (erxa ¢rx>) € [V]j dO
Measure (or reference) INR .y (Oix, Prx, Orxcs Prx)-
if INR .« (0tx, Ptx, Orx, Brxc) < INRIY™ then
|Nlen - lNRrx(gtxy d)txa arxa (;er)
( tx7¢tx) - (etX7¢tX)
(H:xa ) rxa d)rx)
if INRrx(etxa ¢tX7 61")(7 ¢rx) INRIt»it then
Break for-loop; target met; no further measurements
required.
end if
end if
end for
Output: (07,

O — 03 D

)

tx) (e:x’ )

exhaustively solving problem (35), Algorithm 1 provides a
means to solve problem (35) while collecting measurements.
This reduces its computational overhead since its extremely
simple logic can be executed while taking measurements,
and more importantly, the overhead consumed to collect INR
measurements can be dramatically reduced. We illustrate this
reduction in measurement overhead in Section VIII using an
actual 28 GHz phased array platform.

Remark 4: Practical considerations. We highlight that the
execution of STEER, along with its associated self-interference
measurements, take place solely at the full-duplex IAB node.
In fact, the donor and user presumably need not be informed
of the beams selected by STEER since only the beams at
the IAB node are slightly shifted from those output by
conventional beam alignment. This is a practically desirable
property of STEER. We would also like to emphasize that a
practical implementation of STEER is highly dependent on
a number of things. First and foremost, it depends heavily
on the time-variability of self-interference, which is currently
not well investigated. If self-interference is highly dynamic,
measurements will need to be collected more frequently and,
with updated measurements, STEER will need to be rerun.
However, it may be preferable to first re-measure existing
STEER solutions to locate ones that may have become stale, no
longer offering sufficiently low INR. Note that, when swapping
from the DL-DL operating mode to the UL-UL mode, the
self-interference measurements may not be symmetric since
the panels presumably swap transmit/receive roles, meaning
measurements may need to be collected uniquely for each

1. Define transmit and receive coverage regions Ay, and
A« and corresponding transmit and receive codebooks F
and W for beam alignment.
2. Conduct conventional beam alignment

(j*))

0,0l ) and (057, 0l
3. Define the measurement spatial resolution (§6,4d¢) and
neighborhood size (A6, Ag).

4. Construct transmit and receive neighborhoods 7") and
RG™).

5. Define a desired receive link INR threshold INR'",

6. Solve problem (35) for (07, ¢r.) and (0%, ¢k.) using
Algorithm 1, collecting/referencing a minimal number of
measurements of self-interference.

7. Set transmit weights as f(0},,
as w(07, Or)-

to yield

) and receive weights

of the two full-duplexing modes. Characterizing the time-
variability and reciprocity of self-interference, along with
practical implementations of STEER at mmWave frequencies
beyond 28 GHz, are good topics for future work.

Remark 5: Precomputing STEER solutions. With collected
measurements and known codebooks F and W, the IAB
node can precompute the solution output by STEER for all
possible (i*,j*), keeping a record of (0%, ¢t 0%, ¢r.) for
each. Thereafter, the IAB node can directly map initial beam
selection indices to the precomputed solution via a lookup
table, rather than re-running STEER. This is another practically
desirable property of STEER.

% %y looku
(Z yJ ) = p (tx7¢txa X ) (42)

In such a case, the IAB node will need to store Niy - Ny - 4
values for a given (Af, A¢) and (50,0¢). Note that, when
the phased arrays are equipped with functions that internally
map steering direction to beamforming weights, precomputing
STEER solutions only requires storing the steering directions
(0F, 9t.), (0%, &%) and not the explicit beamforming weights
f* and w*, reducing storage requirements.

Remark 6: Summary of STEER. A summary of our entire
beam selection methodology is illustrated in Fig. 2 and is
outlined in Algorithm 2. STEER begins by executing conven-
tional beam alignment using codebooks F and W to yield
1n1t1a1 transmlt and recewe beam selections that steer toward
(6( and (9& ), ¢rx . Then, based on some defined

tx tx
neighborhood size (A, A¢) and spatial resolution (86, J¢),
the spatial neighborhoods surrounding these initial transmit
and receive beams are constructed as 7 ") and RU"). A re-
ceive link INR target INR'8" is specified by system engineers,
likely based on simulation, experimentation, and field trials.
Solving problem (35) via Algorithm 1 will yield the transmit
and receive steering directions (67, ¢%,) and (0%, ¢7%,) that
minimally deviate from the initial steering directions while
attempting to meet the target INR and minimizing the number
of INR measurements collected.



Fig. 4. The multi-panel 28 GHz phased array platform used to evaluate STEER
through INR measurements. Each phased array is a 16 x 16 half-wavelength
UPA. Measurements were taken in an anechoic chamber, free from significant
reflectors.

VIII. EVALUATING STEER THROUGH
MEASUREMENT AND SIMULATION

We experimentally evaluate STEER by combining Monte
Carlo simulation with INR measurements taken with a 28
GHz phased array platform. A donor and UE are randomly
dropped around an IAB node within simulation [32], followed
by beam alignment, and then execution of STEER using actual
INR measurements. In other words, INR, values have been
measured, while SNR terms are based on simulation. We
consider the case where a full-duplex IAB node transmits and
receives using panels on two sides of a sectorized triangular
platform, as illustrated in Fig. 4. The transmit and receive
arrays are identical 28 GHz 16 x 16 half-wavelength UPAs
[33]. Using the platform in Fig. 4, we measure INR,, as
described in Section V using a fixed spatial resolution of
(60,0¢) = (1°,1°); valuable future work would explore finer
resolutions. We take measurements in an anechoic chamber
to first explore the impacts of the direct coupling between
arrays; investigating the effects of reflections off of realistic
environments is also a good topic for dedicated future work.
We transmit upconverted Zadoff-Chu sequences with 100
MHz of bandwidth and apply correlation-based processing
to reliably estimate self-interference well below the noise
floor. Our INR,, measurements are typically accurate to within
1 dB, based on validation with high-fidelity test equipment
[34] and stepped attenuators [35]. We refer readers to our
prior work [28] for more details regarding our measurement
methodology, which we also employ herein. We consider
identical transmit and receive codebooks comprised of Ny, =
N;x = 105 narrow beams that span in azimuth from —56°
to 56° and in elevation from —24° to 24°, each with 8°
spacing. The transmit and receive beams are steered using
conjugate beamforming weights (i.e., equal gain/matched filter

beamforming), described as f 00, 61) = ay (9‘5?7 E;))

tx ) Ytx
and w(&r(i), Ei)) = a,y (95,{), 532), where agy () and a,.(-)

are the transmit and receive array response vectors. The
transmit array radiates at an effective isotropic radiated power
(EIRP) of 60 dBm and the receive array output has a noise
floor of PIAB — _68 dBm over 100 MHz. The transmit and

noise
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receive beams each have a 3 dB beamwidth of about 7°. In a
Monte Carlo fashion, we randomly drop a donor and UE in the
coverage region supplied by our codebooks, from —60° to 60°
in azimuth and from —28° to 28° in elevation. We assume the
donor and UE are in LOS of the IAB node for simplicity and
to more straightforwardly evaluate STEER against conventional
beam selection. We make initial beam selections by choosing
transmit and receive beams that maximize their SNRs (e.g.,
exhaustive beam search), though STEER could be applied atop
any beam alignment scheme.

A. Reducing Measurement Overhead via Algorithm 1

To begin our evaluation of STEER, we first consider Fig. 5a,
which highlights the reduction in measurements needed when
using Algorithm 1 to solve problem (35), compared to mea-
suring the entire spatial neighborhood and then applying
exhaustive search. Here, we consider a neighborhood of size
(A0, Ap) = (2°,2°) with resolution (46,d¢) = (1°,1°).
Fig. 5a shows the empirical cumulative density function (CDF)
of the fraction of Z{% ¥ ) measured after running Algorithm 1
across all possible (i*, j*). With INR®" = 0 dB, for instance,
nearly 65% of all beam pairs (i*, j*) require at most 20% of
the neighborhood to be measured. This highlights the impres-
sive savings Algorithm 1 can offer in terms of measurement
overhead, a key practical consideration. Around 12% 9f beam
pairs (i*,5*) require the entire neighborhood Z& 7™ to be
measured for INR!%" = (0 dB. With stricter INR'", more
measurements are required in order to locate a transmit-receive
beam pair that can meet the target. Notice that some fraction
of beam pairs require the entire neighborhood to be measured,
which is almost exclusively due to the fact that INR*" can-
not be met within the neighborhood. In Fig. 5b, we show
the fraction of beam pairs (i*,j*) that yield each possible
(AY, Ap) when (Af, Ap) = (2°,2°) and INR!E® = —7 dB.
For example, around 29.5% of beam pairs make use of the full
(2°,2°) tolerance allowed. Around 20% of beam pairs reach
INR,x < —7 dB with (1°,1°) of shifting.

B. Performance Metrics

We now introduce performance metrics used to evaluate
STEER. Recall, the Shannon capacities of the links we denote
Cix and C, are based on the inherent link qualities SNRy,
and SNR,, respectively. Perhaps more practically meaningful,
the capacities of the links after conventional beam alignment
we refer to as the codebook capacities, which are

C = log, (1 4 SNRI™) < Ciy, (43)
C2 =logy(1 4 SNRI™) < Cix (44)

with these nominal SNRs defined in (19)-(20) and the sum
codebook capacity as C<P = CEP + CCP. Using conventional

sum
beam alignment, the achievable sum spectral efficiency of the
transmit and receive links under equal time-division duplexing
(TDD) with fixed power control (i.e., an instantaneous transmit

power constraint) are
RIDD — 0.5 log, (1 + SNR'™)
+ 0.5 - logy (1 + SNRE™).

(45)
(46)
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(a) Reducing measurement overhead via Algorithm 1.

(b) Empirical probability of (AY, Ay).

Fig. 5. (a) Ilustrating the reduction in measurement overhead necessitated by STEER when using Algorithm 1. 65% of beam pairs only require 20% of
measurements to locate a beam pair that meets a target of INREE® = 0 dB. (b) The empirical probability of the resulting (Ad, Ay) after executing STEER

on the collected INR measurements for INRfr;":t = —7dB.

Under an average power constraint, power control can be used
during equal TDD operation to boost transmit power inversely
proportional to the transmit duration. In such a case, the sum
spectral efficiency becomes

RIDD-PC _ (5. 10g,(1 + 2 - SNRIO™) 47)
+0.5-logy(1+2-SNRE™).  (48)

Note that this achievable sum spectral efficiency coincides
with that of equal frequency-division duplexing (FDD). While
instantaneous transmit power constraints are more practical,
it is still useful for us to compare against an average power
constraint to better examine the gains offered by full-duplex.
The achievable sum spectral efficiency under STEER we de-
note as Roury = RS 4+ RYWS, which can be computed using
(11)—(12) with the SINRs achieved by STEER. The achievable
sum spectral efficiency under conventional beam selection is
defined analogously.

To normalize these achievable sum spectral efficiencies to
the sum codebook capacity, we translate them to quantities
denoted by Ysum by dividing by O + C<P; for instance,
the fraction of the codebook capacity achieved when full-
duplexing with STEER is

ours ours ours
,yours — Rsum _ Rtx + Rrx (49)
M Cgn CR+CR

Note that ~ys,p, is typically less than 1 but is not truly bounded
since the codebook capacity is not a true upper bound on
achievable spectral efficiency. Nonetheless, codebook capacity
is a useful metric since it provides insight on best-case full-
duplex performance with a conventional beam codebook (i.e.,
in the presence of no cross-link or self-interference).

C. Choosing the Receive Link INR Target, INR'",

In Fig. 6, we plot the fraction of the sum capacity yoim
achieved by STEER as a function of the design parameter

ours
sum

SNR = SNR,, = 30 dB
SNRx = SNR, = 20 dB
SNR = SNR, = 10 dB

Fraction of Sum Capacity, 72

0.6 SNRyy = SNR,, = 0 dB
SNRix = SNR,, = —10 dB
055 1 1 1 1
-30 -20 -10 0 10 20

Self-Interference Target, INR!" (dB)

Fig. 6. The fraction vy of the sum catpacity Cch | achieved by STEER

as a function of the design parameter INRr?;t for various SNR¢x = SNR;x.
Heuristically, INRY' = —7dB proves to be broadly optimal or near-optimal.

INRE%t for various SNRyx = SNR,., where we have used
(A0, A¢) = (2°,2°) and INRyx = 0 dB for this illustration.
Heuristically, we observe that the INR'S" which maximizes
sum spectral efficiency ranges from —10 dB to 0 dB across
this broad range of SNR;, = SNR,,. While choosing INR'&" =
—oo dB is near-optimal (especially at high SNR), the optimal
INR'" is finite. This is thanks to the fact that choosing a
modest INR'" can throttle the deviation that STEER makes
from the nominal beams, reducing the chance the donor and/or
UE sees low beamforming gain. Henceforth, these numerical
results use INR'" = —7 dB since it is observed to be optimal
or near-optimal broadly across SNR;x and SNR«.
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Fig. 7. (a) The fraction of the sum capacity ysum as a function of SNRyx = SNRx for various INR¢x. (b) The fraction of the sum capacity ysum as a
function of INR¢x for various SNR¢x = SNR;x. x markers indicate intersections with TDD-PC.

D. How Does Full-Duplexing with STEER Compare to Other
Multiplexing Strategies?

In Fig. 7, we compare full-duplexing with STEER to both
half-duplexing and full-duplexing with beams from conven-
tional beam selection. We let (A, Ag) = (2°,2°) with a
spatial resolution of (§6,54) = (1°,1°) and INR'" = —7
dB when running STEER. First, let us examine Fig. 7a, which
shows the fraction of the sum capacity s, achieved by var-
ious multiplexing strategies as a function of SNRy, = SNR,,.
(For now, we let SNR;; = SNR,y for simplicity and examine
SNR;x # SNR,, shortly.) We aim for the codebook capacity
Ysum = 1 during full-duplex operation, whereas half of this,
Ysum = 0.5, can be achieved via half-duplexing with equal
TDD. With TDD-PC, high ~s,m can be had at low SNR thanks
to log (14 x) ~ x at low z, though these gains diminish
toward 0.5 as SNR increases. Without cross-link interference
(when INRyx = —oo dB; shown in black), STEER vastly out-
performs TDD across SNRs, achieving 80% of the codebook
capacity at low SNR and over 90% at high SNR. Albeit less
practical, TDD-PC can outperform STEER at low SNR, where
doubling SNR approximately doubles spectral efficiency, but
falls short for SNRyy, = SNR,, > 1 dB. Conventional beam
selection also broadly outperforms TDD but only outperforms
TDD-PC at SNR;, = SNR,, > 13 dB. The sizable gap
between STEER and conventional beam alignment of around
20% of the codebook capacity is attributed to better self-
interference mitigation of STEER. With cross-link interference
that is equal to noise (when INRyx = 0 dB; shown in red),
we naturally see a drop in performance of both STEER and
conventional beam selection. In this case, STEER still broadly
outperforms half-duplexing with TDD, while the same cannot
be said about conventional beam selection. Rather, attempting
to full-duplex with beams from conventional beam selection
falls short of TDD for SNR;y, = SNR,, < 12 dB. This
is due to higher self-interference with conventional beams,
which plagues the receive link, and the presence of cross-link
interference, which plagues the transmit link. STEER can re-

duce self-interference to levels that make full-duplex operation
worthwhile, even in the presence of cross-link interference.

In Fig. 7b, we plot the fraction of the sum capacity Ysum
achieved by STEER as a function of cross-link interference
INRy for various SNRyx = SNR,y. The starred markers
indicate the intersection with performance of TDD-PC. At
low cross-link interference, full-duplexing with conventional
beam selection outperforms half-duplexing with TDD across
SNRs. With STEER, significantly higher spectral efficiencies
are obtained largely thanks to its ability to better mitigate
self-interference on the receive link. As cross-link interfer-
ence increases, conventional beam selection degrades as its
marginal full-duplexing gains are negated, eventually falling
below TDD. At SNR;y, = SNR,, = 10 dB, for instance,
conventional beam selection can only tolerate INR;, < —2 dB,
whereas STEER can tolerate INRy, < 10 dB—a gain of about
12 dB in robustness to cross-link interference. Here, the right-
ward and upward shift of STEER compared to conventional
beam selection captures its increased robustness to cross-
link interference and its improved sum spectral efficiency.
Nonetheless, these results emphasize that justifying full-duplex
operation with STEER over half-duplexing strategies depends
on cross-link interference levels and the inherent transmit and
receive link qualities. This motivates the need to study and
measure practical cross-link interference levels and routes to
mitigate it as needed, potentially via user selection, which may
also be used to meet SNR requirements.

E. The Impact of Neighborhood Size (A6, A¢) on STEER’s
Peformance

Having examined the performance of STEER versus
other multiplexing strategies for a fixed neighborhood size
(A0, Ap) = (2°,2°), we now inspect its performance for
various neighborhood sizes while fixing the spatial resolution
to (660,d¢) = (1°,1°). A larger neighborhood size (A, Ag)
improves STEER’s ability to reduce self-interference since it
widens the search space, though this comes at the cost of
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additional measurement overhead and the potential for gaps
in coverage (i.e., reduced SNR). In Fig. 8a, we plot the
fraction of the sum capacity 7sum achieved by STEER for
various (Af, Ag) as a function of SNR;, = SNR,,, where
INR;x = 0 dB. The dashed line shows the performance
with conventional beam selection. In Fig. 8b, we plot the
unnormalized counterpart of Fig. 8a (i.e., absolute sum spectral
efficiency Rix + Rix).

Full-duplexing with conventional beam selection offers
gains over TDD only beyond SNRs of 12 dB, which are fairly
modest until high SNR. By allowing STEER to shift beams
by at most 1° in azimuth and elevation (i.e., (Af,A¢) =
(1°,1°)), it can choose beams that greatly reduce self-
interference to levels such that full-duplex operation matches
or significantly outperforms TDD. Notice, with (1°,1°),
STEER only requires SNRy, = SNR,, > —5 dB to justify
full-duplex operation over TDD. Compared to full-duplexing
with conventional beam alignment, this is an SNR gain of over
15 dB. It is important to realize that this (1°, 1°)-neighborhood
lives well within the 7° beamwidth of our beams. A gain of
about 0.17 in ~ysum is observed with (1°,1°) and this jumps
to around 0.27 with (2°,2°).

In Fig. 9a, we plot the CDF of receive link INR offered
by STEER for various neighborhood sizes (A6, A¢). Under
conventional beam selection, the INR distribution undesirably
lay largely above 0 dB, where self-interference is stronger than
noise. Notice that shifting the transmit and receive beams by
at most 1° in azimuth and elevation, the INR,, distribution
shifts notably leftward—by about 13 dB in median. Half of
all possible transmit-receive user pairs enjoy an INR,, < 0
dB with STEER when (A6, A¢) = (1°,1°). With (2°,2°),
almost 90% of user pairs enjoy INR,x < 0 dB. As a result
of using INR'™" = —7 dB, we see a sharp bend around
INR,x = —7 dB since STEER is not incentivized to reduce the
INR below such. Note that there exist select user pairs that
require further deviation beyond (2°,2°) in order to deliver
low INR. Around 4% of user pairs see INR,, > 10 dB

even with searching for beams across a (2°, 2°)-neighborhood.
Enlarging the neighborhood (A, A¢) or using a finer spatial
resolution (660,d¢) may facilitate full-duplexing these user
pairs or perhaps they are better off served in a half-duplex
fashion.

In Fig. 9b, we plot the CDF of the difference in [SINR] 5
and [SNR,] g (its upper bound) of STEER for various
neighborhood sizes (A8, A¢). This difference is useful in
capturing two artifacts of STEER: (i) its reduction in INR;
and (ii) its effectiveness in receive beamforming. Recall that
SNR, is the maximum achievable SNR on the receive link and
is only achieved by beamforming directly toward the receive
device; a conventional codebook would only achieve this SNR
if the receive device was precisely in the direction of one of
its receive beams. With conventional beam alignment, SINR,
is typically well over 10 dB short of SNR, and is not unlikely
to fall over 20 dB short. When STEER is supplied a (1°,1°)-
neighborhood, the distribution greatly shifts rightward. Around
40% of the time, STEER delivers an SINR,, that is within 5 dB
of SNR,x. This is thanks to STEER’s ability to reduce INR,
and simultaneously deliver high beamforming gain (i.e., high
SNRx). With (2°,2°), even better performance is delivered
by STEER: around 70% of the time SINR,, is within 6 dB
and around 40% of the time, within 3 dB. As highlighted
before, a tail exists even with a (2°,2°)-neighborhood since
some user pairs simply cannot be offered low INR,, without
further deviation (or potentially finer spatial resolution)—a
characteristic of the self-interference channel. Due to space
constraints, we have omitted an examination of the transmit
link. Similar conclusions are drawn: SNR loss is throttled by
neighborhood size, as was the motivation behind the design of
STEER. It would be valuable future work to investigate how
the gains of STEER saturate as the neighborhood (A6, Ag)
is widened beyond (2°,2°) or as the resolution (06,d¢) is
reduced below (1°,1°).
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F. For Disparate Transmit and Receive Links

For our final set of results, we investigate how STEER
performs for SNR¢yx # SNR,x. This is especially important in
IAB applications since network-side infrastructure, like fiber-
connected donor base stations and IAB nodes, will likely
have higher transmit powers, more antennas, and lower noise
figures compared to user equipment. In Fig. 10a, as a function
of SNRix and SNR,,, we show the fraction of the sum
capacity vsum achieved when full-duplexing with beams from
conventional beam selection, where INR¢, = 0 dB. In Fig. 10b,
we plot that with beams from STEER. Recall that yg,, = 0.5
can always be achieved by half-duplexing with TDD, meaning
we desire full-duplex operation that exceeds this. With conven-
tional beam selection, high 5., is seen only at high SNR,,
where self-interference is less impactful due to the diminishing
gains of log,(1 + z). Notice that, when SNR,, < 0 dB,
conventional beam selection largely yields s, that is worse
than TDD for practical SNR;x. When STEER is employed, on
the other hand, an obvious improvement can be seen, as higher
fractions of the sum capacity are achieved broadly across
combinations of SNR;, and SNR,. Only a small region at
low SNR, and low SNR, yields vsum < 0.5, in which case
the system is better off operating using TDD in terms of sum
spectral efficiency. Recall these results are with INRy = 0
dB, meaning they would only improve with reduced cross-
link interference.

Finally, in Fig. 11, we compare the (SNR;x, SNR;x)-regions
where Ysuym < 0.5 for STEER and for conventional beam
selection at various cross-link interference levels. Within the
shaded regions, it is advantageous to operate using TDD;
outside of them, full-duplexing is worthwhile (i.e., Ysym >
0.5). When INR;, = 0 dB, the dashed and solid black lines
correspond to the ~s,m = 0.5 contours in Fig. 10a and
Fig. 10b, respectively. The region bounded by the solid black
line is notably smaller than that bounded by the dashed black

line, highlighting the dramatic SNR improvement offered by
STEER. At SNR,, = —10 dB, for instance, STEER offers an
SNR¢x gain of over 30 dB. With higher INRy,, the regions
naturally grow as cross-link interference erodes some of the
full-duplexing gains. Still, STEER proves to be more robust to
cross-link interference as it generally demands lower SNRs to
outperform half-duplex.

IX. CONCLUSION

In this work, we present STEER, a measurement-driven
beam selection methodology for full-duplex mmWave sys-
tems that leverages small shifts of the steering directions of
the transmit and receive beams to significantly reduce self-
interference and deliver high beamforming gain. Evaluation
of STEER through measurements with a 28 GHz phased
array platform along with further simulation highlights its
ability to reduce self-interference to levels near or below the
noise floor, offering noteworthy spectral efficiency gains over
half-duplex and full-duplex operation that uses conventional
beam selection. STEER can facilitate the deployment of full-
duplex mmWave systems to deliver high-throughput, low-
latency wireless connectivity, while importantly supporting
existing beam alignment schemes in 5G. Valuable future
work would include further measuring the time dynamics and
small-scale spatial variability of mmWave self-interference,
which would ultimately drive design decisions of STEER at
deployment. Also, the design of beamforming codebooks that
are inherently robust to self-interference and the integration of
full-duplex beam selection into mmWave network standards
would be useful future contributions. Extending STEER to
multi-user/multi-beam systems, along with evaluating STEER
using mmWave platforms at other carrier frequencies, in
different configurations, and in a variety of settings, would
be necessary future work.
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